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Abstract—The evolution toward Internet of Everything (IoE)
ecosystems imposes unprecedented demands for adaptability,
scalability, and trustworthiness in 6G networks. Traditional
rule-based and centralized management paradigms are increas-
ingly inadequate for distributed cloud-edge-device infrastruc-
tures, where a single intent may span sensing, communica-
tion, computing, and operational-process domains that no in-
dividual controller can fully observe. This article formalizes
a cross-domain intent-assurance architecture for autonomous
IoE systems: a hierarchical three-tier framework combining
cloud LLM agents, edge SLM agents, and TinyML device
agents. The framework integrates Agentic AI with Digital Twins
(DTs) and Intent-Based Networking (IBN) to support intent
translation, predictive validation, and coordinated enforcement
across heterogeneous domains. Through two complementary case
studies–an edge-centric cooperative-perception scenario and a
cross-domain hospital smart-alarm scenario–we show that edge-
resident SLM agents achieve cloud-level decision quality with
substantially lower operational cost, reducing the per-decision
carbon footprint by more than 90% while maintaining high intent
satisfaction under increasing operational stress. We conclude
by identifying key research challenges, including multi-agent
scalability, trustworthy evaluation, explainability, security, and
sustainable intelligence. Together, these contributions outline a
practical roadmap toward resilient and trustworthy autonomous
IoE networks.

Index Terms—Internet of Everything, Agentic AI, Language
Models, Digital Twins, Intent-Based Networking

I. INTRODUCTION

The Internet of Everything (IoE) paradigm extends tradi-
tional Internet of Things (IoT) by integrating things, people,
data, and processes into unified intelligent ecosystems. In this
vision, networks evolve from passive transport infrastructures
into cognitive substrates enabling pervasive sensing, reasoning,
and actuation across heterogeneous domains. With the advent
of 6G, these ecosystems must support applications ranging
from smart cities and autonomous mobility to Industry 5.0
and healthcare, all characterized by stringent and diverse
requirements.

To cope with this complexity, the telecommunications in-
dustry is transitioning toward autonomous networks driven
by pervasive Artificial Intelligence (AI). Initiatives such as
European Telecommunications Standards Institute (ETSI)’s
Zero-touch Network and Service Management (ZSM) and
Experiential Networked Intelligence (ENI), the TM Fo-
rum’s autonomous architecture, International Telecommuni-
cation Union - Telecommunication Standardization Bureau

(ITU-T) frameworks, and ongoing 3rd Generation Partner-
ship Project (3GPP) enhancements converge toward closed-
loop automation, intent-based management, and Digital Twins
(DTs) [1]–[3]. Most current autonomic approaches, including
agentic solutions for RAN management and cloud orchestra-
tion, assume that the operational domain is known a priori and
that objectives can be translated into local Key Performance
Indicators (KPIs) managed by dedicated controllers [4]. In
contrast, IoE environments are inherently cross-domain, where
intents may span communication, sensing, computing, appli-
cations, and operational processes simultaneously. As a result,
intent fulfillment becomes a system-level challenge that cannot
be addressed through isolated domain-specific optimization.
Furthermore, no individual controller has complete visibility
over the objectives, constraints, and trade-offs involved in
cross-domain IoE operations. Locally optimal decisions may
therefore fail to satisfy the original high-level intent at the
ecosystem level. This motivates the need for mechanisms
that coordinate heterogeneous controllers while continuously
assessing global intent satisfaction.

Unlike existing hierarchical cloud-edge-device architec-
tures, which primarily distribute computation and control
functions, the proposed framework distributes semantic rea-
soning, operational decision-making, and physical perception
within a unified DT-assisted intent-assurance loop spanning
multiple IoE domains. In this loop, Intent-Based Networking
(IBN) provides machine-interpretable representations of high-
level objectives, DTs enable predictive validation of candidate
actions before deployment, and Agentic AI supports intent
interpretation, decomposition, and coordination across hetero-
geneous domains.

Building on this perspective, we propose a hierarchical
three-tier Agentic AI architecture spanning cloud, edge, and
device layers, combining Large-Language Model (LLM)-,
Small-Language Model (SLM)-, and Tiny Machine Learning
(TinyML)-powered agents within a unified intent-assurance
workflow.

The main contributions of this article are:
• A technical positioning of language-model-powered

agents across cloud, edge, and device tiers for au-
tonomous IoT management.

• An intent-assurance architecture for heterogeneous IoE
ecosystems that integrates Agentic AI, DTs, and IBN
into a unified predict-verify-act workflow, enabling cross-
domain intent translation, decomposition, predictive val-
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idation, and coordinated enforcement across cloud, edge,
and device domains.

• Case studies demonstrating real-time coordination and
sustainability-aware decision-making.

• A discussion of open challenges, including multi-agent
scalability, evaluation of reasoning processes, robustness,
privacy, interoperability, and sustainability.

The remainder of this article is organized as follows. Sec-
tion II introduces agentic foundations across LLMs, SLMs,
and TinyML. Section III presents the proposed architecture.
Section IV describes the case studies. Section V discusses
open research challenges, and Section VI concludes the paper.

II. FOUNDATIONS OF AGENTIC INTELLIGENCE FOR IOE

Agentic AI embeds learning-based models within au-
tonomous entities that observe their environment, plan under
goals and constraints, act through tools, and adapt over time. In
IoE systems, such autonomy is inherently multi-tier, requiring
complementary models across cloud, edge, and device layers.
This section outlines core agent capabilities, reviews three
substrates—LLM-, SLM-, and TinyML-based agents—and
discusses Multi-Agent Systems (MASs) and interoperability
mechanisms [5], [6].

A. Language-Model-Powered Agents

AI agents pursue goals autonomously and adapt their be-
havior according to environmental observations and opera-
tional objectives. [5]. In networking, this entails three closed-
loop functions: (i) observing a dynamic system, (ii) select-
ing actions, often over multiple steps, and (iii) executing
them through tools interfacing with operational platforms.
Language-model-powered agents realize this loop by using
a language model as their cognitive core. Although LLMs
and SLMs differ in scale and deployment constraints, they
share a common pattern: transforming structured world-state
representations into action plans and tool invocations under
explicit policies. Fig. 1 outlines the reference agent architec-
ture, comprising three main modules, i.e., brain, perception,
and action. Specifically,
1) Brain: provides language understanding, knowledge ac-

cess, memory, reasoning, and adaptation capabilities.
2) Perception: interfaces with the environment by convert-

ing multimodal inputs (text, audio, visual) into structured
representations.

3) Action: generates outputs and executes operations, includ-
ing natural language responses, Application Programming
Interface (API) calls, code execution, database manipula-
tion, or control of physical and simulated systems, thereby
closing the perception-action loop.

Together, these modules enable autonomous perception, rea-
soning, and action across diverse domains, from network
automation to distributed cyber-physical systems.

B. LLM- and SLM-Powered Agents

LLMs are large-scale transformer models trained on broad
corpora and aligned via fine-tuning (e.g., supervised tuning,

Reinforcement Learning from Human Feedback (RLHF)) to
follow instructions and produce structured outputs. Their pri-
mary strength lies in semantic and complex reasoning: they
interpret ambiguous intents, reason across domains, and gen-
erate multi-step strategies under conflicting objectives. They
also provide flexible interfaces for multimodal and unstruc-
tured inputs, facilitating human-in-the-loop supervision and
rapid integration of new intent types. However, in real-time
and mission-critical closed loops, LLM-powered agents face
constraints in latency, cost, and energy consumption. Their
generative nature may also reduce predictability, as small vari-
ations in input state can yield qualitatively different actions,
potentially leading to instability phenomena such as policy
oscillation. In practice, much of agent behavior consists of
repetitive and structured tasks, such as parsing, tool invocation,
constrained generation, and contextual summarization, that do
not require the full generality of an LLM [7]. SLMs ad-
dress this inefficiency by providing task-specialized reasoning
with significantly fewer parameters (typically a few billion)
and more predictable execution profiles. Together, LLMs and
SLMs form complementary substrates for Agentic AI: LLMs
support high-level reasoning and cross-domain generalization,
while SLMs enable efficient, scalable execution under strict
latency, energy, and footprint constraints. This division of labor
facilitates the replication of intelligence across cloud and edge
tiers in large-scale IoE deployments [7].

C. TinyML-Powered Agents

TinyML extends the agentic paradigm to microcontroller-
class devices, enabling always-on perception and local
decision-making on sensors and radio nodes [8]. The main
deployment bottleneck is not parameter count but peak acti-
vation memory during inference. Even compact models may
exceed the limited SRAM available on such devices, especially
in early high-resolution layers.

Mitigating this memory imbalance requires joint optimiza-
tion of neural architectures and inference engines. Techniques
such as memory-aware neural architecture search and patch-
based inference reduce activation footprints by up to an order
of magnitude, enabling practical deployment on commod-
ity microcontrollers. These advances support ultra-low-power
perception and control loops at the device tier, minimizing
latency, bandwidth, and energy consumption in large-scale IoE
systems.

D. Multi-Agent Systems and Interoperability

In a MAS, multiple agents collaborate to achieve objectives
beyond the capability of a single entity. In distributed IoE
environments, this is not optional but inherent: information is
dispersed across devices and domains, decisions must often
be taken close to data sources, and actions frequently occur
in parallel. Agents therefore specialize (e.g., monitoring, diag-
nosis, planning, actuation) and coordinate to pursue system-
level goals [6]. Agents may cooperate, negotiate, or compete
depending on the objectives and constraints of the system.
Coordination may rely on a central orchestrator, emerge
from peer-to-peer exchanges, or follow hierarchical structures
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Fig. 1. Architecture of a tool-using language-model agent.

aligned with policy and role separation. At scale, interoper-
ability becomes critical and requires mechanisms for capa-
bility discovery, context exchange, and task delegation across
heterogeneous implementations and administrative domains.
Emerging interoperability frameworks support context sharing,
capability discovery, and agent-to-agent communication across
heterogeneous administrative domains.

III. DISTRIBUTED AGENTIC INTELLIGENCE FOR
AUTONOMOUS IOE

Coordinating the massive number of devices, services, and
data flows in IoE ecosystems requires more than incremental
automation. Since monolithic controllers are neither scalable
nor sustainable, intelligence must be distributed across cloud,
edge, and device tiers. Implementing this vision requires
two foundations: machine-interpretable intent specification and
predictive validation of candidate actions. We meet both by
integrating DTs and IBN into a unified three-tier architecture
(Fig. 2), where distributed agents act as cognitive overlays
on existing orchestration rather than replacing it, forming a
scalable closed-loop IoE fabric.

A. Digital Twins as Predictive Substrates for Autonomous 6G
Networks

DTs can mirror distinct domains—Radio Access Network
(RAN), transport, and compute—capturing infrastructure state
and operational context. Beyond physics-based modeling, DTs
integrate heterogeneous data and support predictive evaluation
of candidate actions under uncertainty. In the proposed frame-
work, they provide a controlled environment for validating
policies before deployment and for assessing performance,
resilience, and sustainability trade-offs [9]. This role is con-
sistent with ongoing standardization efforts in both 3GPP and
ITU-T [10], [11].

B. Enhancing Intent-Based Networking with Agentic AI

Language models are key enablers of IBN, where oper-
ators specify high-level intents, often in natural language,
including Key Value Indicators (KVIs) for sustainability and
resilience, rather than prescriptive configurations. Through
semantic disambiguation, contextual reasoning, and conflict

detection, agentic systems translate intents into structured
policies for autonomous enforcement.

Standardization efforts such as ETSI ZSM/ENI and TM
Forum architectures increasingly promote intent-driven closed-
loop automation [1]. Within this context, language-model
agents support intent translation, conflict detection, and intent-
assurance functions by continuously relating deployed policies
to high-level objectives. Similar principles are emerging in
Open-RAN environments, where language models can assist
the orchestration of rApps and xApps.

C. A Three-Tier Intelligence Architecture for 6G IoE Manage-
ment

Fig. 2 summarizes the proposed agent fabric, which en-
ables cross-domain intents to be translated, decomposed, co-
ordinated, validated, and enforced across heterogeneous IoE
control domains. The primary novelty of the framework is not
the introduction of additional control entities, but the explicit
realization of a cross-domain intent-assurance workflow in
which high-level objectives are progressively refined into op-
erational actions while maintaining visibility over system-wide
objectives, constraints, and trade-offs through DT-assisted
validation.

a) Tier 1 (Cloud): Semantic Intelligence and Global
Coordination: Tier 1 operates in the cloud and is instanti-
ated by LLM-powered agents responsible for cross-domain
reasoning and global coordination. These agents interface
with humans and applications by parsing unstructured intents,
resolving objective conflicts, and generating structured intent
representations (objectives, constraints, priorities, and fallback
policies). Intents may originate from human operators, applica-
tions, workflow engines, or automated operational procedures.
Depending on the source, they can be expressed as natural-
language requests or structured events generated by higher-
layer systems. Cloud agents translate such inputs into machine-
readable objects and, when multiple domains are involved,
decompose them into domain-specific sub-intents that can be
delegated to specialized operational agents.

Tier 1 also maintains a global DT, which performs what-
if analyses, validates intent compliance across domains, and
recommends configurations that are safe for large-scale de-
ployment; this DT is updated when cross-domain state changes



4

Global DT

Tier 2 - Edge Tier 3 - Device

TinyML agentSLM agent

TinyML agent

TinyML agent

Tier 1 - Cloud

LLM agent objectives, constraints, 
priorities, fallback policies

“Guarantee delivery of critical patient 
alarms while avoiding alarm fatigue 
among medical personnel”

Local DT validationEscalation & 
global DT 

update

SDN 
controller

Non-RT RIC
Near-RT RIC

Local DT 
update

Local DT 
update

Local DT 
update

SLM agent

Local DT validation

Fig. 2. Three-tier agentic architecture integrating IBN and DTs for closed-loop IoE autonomy.

or new policies are introduced. The global DT provides
a common reasoning space where the expected impact of
alternative policies can be assessed across communication,
sensing, computing, and application domains. This enables the
resolution of conflicts that cannot be addressed by individual
domain controllers operating with only local visibility.

b) Tier 2 (Edge): Operational Intelligence and Domain
Actuation: Tier 2 consists of domain-specific SLM-powered
agents deployed at the edge and Multi-Access Edge Comput-
ing (MEC), where near-real-time telemetry is available. These
agents translate validated intents into coordinated multi-step
actions across RAN, transport, and compute domains by inter-
facing with Software-Defined Networking (SDN) controllers,
RAN Intelligent Controller (RIC) functions, and container
orchestration platforms. Depending on the target domain, these
actions may correspond to RIC policies, traffic-engineering
rules, SDN configurations, resource-allocation decisions, or
workload-related policies.

To keep the control loop responsive, agents use domain-
local DT replicas for low-latency validation and rapid cor-
rective adaptation, and escalate to the global DT only when
cross-domain coordination is required. Local decisions are
continuously informed by real-time telemetry, including radio
indicators (e.g., Channel Quality Indicator (CQI), Signal to
Interference plus Noise Ratio (SINR), spectrum utilization),
network measurements (e.g., latency, packet loss, congestion),
and compute-resource availability. These measurements update
local DT replicas and allow operational agents to evaluate the
feasibility and expected impact of candidate actions before
deployment. Whenever alternative policies generate conflicting
outcomes across domains, the corresponding sub-intents are
escalated to Tier 1 for global arbitration.

c) Tier 3 (Device/Physical Domain): Distributed Percep-
tion: Tier 3 corresponds to the physical IoE domain—people,
objects, sensors, and resource-constrained endpoints that con-
tinuously shape network dynamics. TinyML-powered agents
operate on constrained devices to provide always-on, ultra-
low-power inference for anomaly detection, monitoring, and
environmental sensing. Rather than continuously forwarding
raw measurements, Tier 3 devices expose compact observa-
tions and context information that capture relevant physical-

system conditions, supplying ground truth to Tier 2 controllers
and local DT replicas while reducing communication over-
head.

Across the three tiers, intents are structured at Tier 1,
assessed via DT-based what-if analyses, enacted by Tier 2
through domain orchestrators, and monitored via Tier 3 sens-
ing. To guarantee safe interaction with operational infras-
tructures, agent-generated actions are never directly executed
by underlying controllers. Candidate actions are first trans-
lated into structured policies and validated against controller-
specific schemas and DT-based predictions. Policies that vi-
olate constraints, fail validation checks, exceed timing re-
quirements, or are predicted to compromise intent satisfaction,
trigger corrective actions (e.g., fallback policies corresponding
to known safe operating conditions) and, when needed, esca-
lation for cross-domain arbitration. This closes the loop over
the service lifecycle while respecting latency and energy con-
straints in dense IoE environments, even when agent outputs
are inconsistent, delayed, or unsuitable for direct execution,
allowing otherwise independent controllers and subsystems to
cooperate toward common intent-driven objectives.

IV. CASE STUDIES

We ground the architecture in two complementary case
studies that share the same implementation: an edge-centric
Vehicle-to-Infrastructure (V2I) cooperative-perception sce-
nario and a cross-domain hospital smart-alarm scenario.
Both case studies follow the same workflow: TinyML
agents populate local DTs, edge SLM agents perform in-
tent assurance, and cloud LLM agents provide a ref-
erence baseline. All experiments run on macOS 26.3
with Python 3.14. The edge agent is a quantized SLM
(qwen2.5:1.5b, Q4 K M) served locally via Ollama with
deterministic decoding (temperature 0, num_predict 150,
num_ctx 512, repeat_penalty 1:0) and a fixed JSON-
only prompt template; the cloud baseline uses llama-3.3-
70b-versatile via Groq API keys. All components communi-
cate over an Message Queuing Telemetry Transport (MQTT)
bus, and a FastAPI Tool Gateway exposes DT services and
controller-facing actuation interfaces. The DT implements a
closed-form service-level model that maps candidate policies


