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Abstract—The integration of terrestrial networks (TN) and
non-terrestrial networks (NTN) is emerging as a key enabler
for providing seamless connectivity and extended coverage in
6G systems. In multi-connectivity scenarios, efficient traffic
steering across heterogeneous access segments becomes essential
to balance network load while satisfying stringent real-time
delay requirements. To this end, a delay-aware algorithm is
conceived hereby: it dynamically distributes traffic between the
two segments according to instantaneous delay conditions, thus
enabling adaptive load balancing under time-varying traffic and
channel behaviors. Simulation results show significant gains in
terms of temporal variability of the steering procedures and
stability of traffic allocation between TN and NTN segments,
while maintaining effective load balancing during congestion.

Index Terms—Traffic steering, TN-NTN, Real-time traffic.

I. INTRODUCTION

The integration of Terrestrial Networks (TNs) and Non
Terrestrial Networks (NTNs) is widely recognized as a key
enabler in Beyond 5G (B5G) architectures [1]], [2]. Leveraging
the availability of multiple satellite constellations at different
orbital altitudes, it is now feasible to establish a seamless
multilayer architecture that combines the complementary ad-
vantages of satellite and terrestrial technologies, while mit-
igating their respective limitations [3]]. The involvement of
3rd Generation Partnership Project (3GPP) in TN-NTN stan-
dardization has been instrumental in defining a structured and
forward-compatible framework for satellite-terrestrial conver-
gence. Starting with Rel. 17 [4]], 3GPP introduced foundational
support for NTN, including architectural components and
waveform adaptations. Rel. 18 [4]], finalized in early 2024 as
part of 5G-Advanced, extended this work with enhancements
in mobility management and radio resource control. Looking
ahead, Rel. 19 [4] is currently under development as a tran-
sition phase toward 6G, focusing on advanced use cases and
further PHY/MAC optimizations for NTN scenarios.

Furthermore, mobile terminals and Base Stations (BSs)
can be equipped with multi-connectivity capabilities, enabling
simultaneous use of both technologies to increase network
flexibility [S]], [6]. Such multi-connectivity capabilities are
of particular interest for vehicular scenarios, including con-
nected and autonomous vehicles, Vehicle-to-Everything (V2X)
services, and Unmanned Aerial Vehicle (UAV)-assisted com-
munications, where the integration of terrestrial and non-
terrestrial segments can enhance coverage continuity, reliabil-
ity, and support for delay-sensitive applications. Among these,
multi-connectivity scenarios, where both uplink and downlink
transmissions are jointly supported by terrestrial and satellite
links, are particularly promising [7]], [8]. Such configurations
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can significantly improve handover performance, alleviate
congestion and computational load on TNs, and improve
the overall adaptability of the network architecture [9], [10].
But an essential challenge is the design of efficient traffic
steering mechanisms to dynamically distribute user traffic
among the available access technologies. Vertical Handoff
(VHO) schemes have extensively investigated access selection
in heterogeneous wireless networks based on link-quality
and service-related metrics [11], [12]. In contrast, TN/NTN
multi-connectivity introduces the additional challenge of dy-
namically distributing traffic across simultaneously available
access segments. Unfortunately, none of the currently available
approaches to traffic steering, as those described in [[7]], [[13]-
[17], is capable of jointly exploiting TN and NTN links to meet
bounded-delay requirements, which are critical for supporting
real-time and multimedia services.

To address this gap, this work introduces a low-complexity
traffic-steering solution capable of handling both real-time and
non-real-time traffic. Although designed primarily for uplink
operation, the algorithm is also feasible for the downlink, sub-
ject to architectural constraints. The proposed method employs
a discrete-time controller based on a dead-beat design [18]],
which regulates the volume of real-time data transmitted
over terrestrial and satellite links, while opportunistically
allocating residual bandwidth to non-real-time traffic. The
proposed approach is evaluated through a simulation frame-
work reproducing the closed-loop interaction between TN and
NTN segments under bursty traffic and time-varying channel
conditions. Results show that steering smoothing significantly
improves traffic-allocation stability, reduces congestion events,
and preserves effective TN/NTN load balancing.

The remainder of this paper is organized as follows. Sec.
presents the proposed traffic steering solution, Sec. [[II| reports
the simulation results, and Sec. concludes the paper.

II. Low-COMPLEXITY TRAFFIC STEERING

Let us consider a network with /N mobile terminals, each
equipped with two radio interfaces, TN and NTN, operating si-
multaneously. Each terminal generates both real-time and non-
real-time (background) traffic. The objective of the proposed
algorithm is to allocate bandwidth dynamically for real-time
traffic, while using the residual capacity for non-real-time data.

Time is partitioned into variable-length slots. For the i-th
terminal, the k-th slot spans from ¢;(k — 1) to ¢;(k), with
duration A, (k) = t;(k) — t;(k —1).

Let ¢;(k) denote the amount of real-time data awaiting
transmission at the end of the k-th slot, d;(k) the data
generated during the slot, and o; (k) the data transmitted within
the slot. The queue dynamics are described by:

qi(k) = qi(k — 1) + di(k) — 0i(F) (1)



Here, d;(k) models application-level data generation, while
0;(k) represents the data delivered to the network infrastruc-
ture. The proposed traffic steering algorithm: (1) regulates
0;(k) to maintain bounded queuing delays; and (2) splits o; (k)
into o7, (k) and on7, (k), ie.,

0i(k) = or, (k) + on, (k), 2

where or, (k) and oy, (k) are the data transmitted via the TN
and NTN interfaces, respectively, for terminal ¢ in slot k.

A. Amount of data to transmit in each time slot

1) Dead-beat design: To determine o;(k), a discrete-time
controller with impulse response ¢;(k) is designed such that

Applying the Z-transform to both (I) and (3)), we obtain
Qi(2) = Di(2) /(1= 27" + Ci(2)) , @)

where Q;(2), D;(z), O;(z), and C;(z) are the Z-transforms
of ¢;(k), d;(k), 0;(k), and ¢;(k), respectively.

To enforce bounded delay, the queue evolution is con-
strained as:

Qi(z) = Bi(2)Di(2), ®)
with B;(z) a finite impulse response filter. In the time domain:
ai(k) = X520 bi()dilk = j), (6)

ensuring that any data burst affects the queue for at most M;

time slots, thus bounding delay and guaranteeing asymptotic

stability, as the pulse response is absolutely summable [18]].
To satisfy @ the controller transfer function must be:

Ci(2) = 0i(2)/Qi(2) = [1+ (=7 = 1)Bi(2)] /Bi(2). (D)
The shaping filter B;(z) is defined as:
Bi(z) = Y505 i), 8)

where b;(j) represents the closed-loop pulse response, i.e.,
how each data pulse is shaped over time.

Combining (I)) and (€], the scheduled output o;(k) can be
computed as:

0i(k) = qi(k — 1) + di(k) = 3350 bi(i)di(k —5). 9)
To preserve causality, we set b;(0) = 1, leading to:
0i(k) = qi(k — 1) = 3230 bi(G)di(k — j),

with 0 < b;(j) < 1 and b;() < b;(j —1) to ensure each pulse
is distributed over M; slots.
From , we can also derive:

0i(2)Bi(z) = Qi(2) —
Substituting (B), we get:

Zb

(10)

(1 —271)Bi(2)Qi(2)

Transforming back to the time domain and using b;(0) = 1,
the recursive form for o;(k) becomes:

0i(k) =i (k—=1) 32727 0:() [Ags (k=) +oi(k—)] . (13)

where Ag;(k) = qi(k) — ¢;(k — 1).

Equation (T3 implies that the allocated bandwidth o; (k) for
real-time traffic can be lower than ¢;(k — 1), thereby leaving
residual capacity for non-real-time traffic.

2) Stochastic analysis: Assume that the input signal d;(k)
is a Wide Sense Stationary (WSS) process with mean pg4,
and autocovariance function Ry, (k). Since ¢;(k) results from
filtering d;(k) through a finite impulse response discrete-
time Linear Time Invariant (LTI) system, it inherits the WSS
property [19]. Consequently, the mean, autocorrelation, and
variance of ¢;(k) are given by:

Elgi(k)] = pa, X300 bil)
quk) = ZJMO”Z%? bi(j)bs (m) Ra, (k +m — j)
0.31: = R(Ji (0) /J’q,p

(14)
where 114, Ry, (k), and o7, represent the mean, autocorrelation
function, and variance of the queue size, respectively.

While a full statistical description of ¢;(k) requires knowl-
edge of Ry, (k) (not always available), the well-known Lit-
tle’s Law allows computation of the expected queuing delay
using only first-order statistics. Assuming a constant time step
A;(k)=A, and system stability, the average throughput equals
the average arrival rate, which is pg, /A;. Accordingly, the
average queuing delay experienced by mobile terminal ¢ is:

= A 30 b (). (15)

Thanks to the dead-beat design, each input pulse affects
the queue for at most M; slots, thus the queuing delay is
deterministically upper bounded by M, - A;, independently
of Ry, (k). Accordingly, the maximum delay jitter under a
constant time step is:

Ar = A M- S ()}

{quatlons (13) and (I6) highlight a tradeoff: increasing
Z b;(j) lowers delay jitter at the cost of higher average
queumg delay. If real-time constraints impose a maximum
delay 7;,, ., then the design parameter ); can be set as:

M; = I_TiMAx /AlJ :

Once M; is selected, the coefficients b;(j), with j =
0,...,M; — 1, can be optimized to balance average delay
7; and jitter A7; according to the requirements of the target
Quality of Service (QoS).

3) Network saturation: The previous considerations hold
under the assumption that the computed value o;(k) is fully
transmitted during the k-th time slot for the ¢-th user, for all &
slots and 7 terminals. However, when the available resources in
the integrated TN/NTN infrastructure are insufficient to sup-
port the full allocation of o;(k), the unserved portion of data
remains in the queue and is postponed to future transmissions.
This mismatch between the scheduled transmission o;(k) and
the actual transmitted data can be modeled as a disturbance

(16)
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term A,, (k), which effectively modifies the queue dynamics.
The resulting system equation becomes:

qi(k) = qi(k — 1) + di(k) — 0 (k) + Do, (k). (18)

The term A,, (k) acts in the same way as an additional input
to the queue, similar to d;(k). Therefore, the time-domain
expression of the queue evolution becomes:

ai(k) = 22505 b0 [dilk — ) + Do, (k=) (19)

The impact of A,, (k) on the queue size depends on the
frequency and intensity of network saturation events. If such
events are rare and isolated, the resulting disturbance remains
limited, and the queuing performance is only marginally af-
fected. Conversely, in persistently overloaded scenarios, queu-
ing delays cannot be bounded effectively, and delay guarantees
can no longer be ensured. The impact of resource saturation on
the proposed traffic-steering mechanism is evaluated through
the simulation results presented in Sec.

B. Steering the traffic

The total allocated transmission rate o;(k) for the i-th user
can be distributed between the TN and NTN according to a
time-varying traffic steering coefficient «; (k) as follows:

or,(k)=ai(k)-0i(k);  onr,(k)=(1 - ai(k)) - 0i(k),
(20)
where 0 < «;(k) < 1 denotes the fraction of traffic transmitted
through the TN during the k-th time slot.

Let 77, (k) and T, (k) denote the instantaneous data rates
available to the i-th user over the TN and NTN, respectively.
When rr, (k) > ryr,(k), a;(k) — 1, whereas a;(k) — 0
when rr. (k) < ryr,(k) (e.g., due to fading, shadowing, or
cell edge effects).

In general, the delay experienced through each access
network comprises both a transmission delay and an additional
access-induced delay. The delay via the terrestrial segment is:

6Ti (k) = TTi(k) + Oéz(k)OZ(k) /rTl(k) ’ (21)

where 77, (k) represents the queuing delay accounting for
propagation, processing, and other network-related delays not
captured by the transmission term.

Similarly, the delay via the NTN segment is:

ont, (k) = v (k) + (1 — a;(k))oi (k) [, (k) ,

where typically 7, (k) > 7r,(k) due to longer propagation
paths and higher latency in satellite-based systems.

To balance the delay between the two transmission paths,
a; (k) can be computed by equating dr, (k) and Sy, (k):

(k) = min d 1. 2K/ T (k) — 7, (k) + T, (k)
(k) {1; 0;(k)/rr, (k) + 0;(k)/rnT, (k) }(23)

In scenarios where propagation delays are negligible (i.e.,
71, (k) = N1, (k) = 0), the expression simplifies to:

a;(k) = rr, (k) /(rr, (k) + v, (K)) -

This results in proportional allocation, where traffic is split
across TN and NTN in accordance with their relative ca-
pacities. The overall architecture of the proposed delay-aware
traffic steering mechanism is summarized in Fig. [T]
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Fig. 1. Architecture of the proposed delay-aware traffic steering mechanism.

C. Further design considerations

1) Estimating the parameters: To implement the fol-
lowing parameters should be estimated: 77, (k), 7nr,(k),
rnt,(k), and rr1, (k). All of them can be assessed by past
value using a moving average approach. Moreover, 7r, (k) and
7nT, (k) model propagation delays in the TN and NTN seg-
ments, respectively. The moving-average estimator discussed
herein should be regarded as a simple implementation example
rather than a mandatory design choice. More advanced adap-
tive or predictive estimation techniques can be adopted without
modifying the proposed traffic-steering framework. Knowing
the adopted technologies, some reasonable bounds could be
argued as an initial estimate. Regarding ry, (k) and rr, (k), a
further scheduling layer can be introduced to allocate resources
and determine the data rates required to transmit o; (k) in each
time slot. In this case, rn7, (k) and rr, (k) would be computed
by the network itself to target some optimization criterion
subject to the constraints of transmitting on7, (k) and or, (k)
units of data in each time slot and for each user.

2) The role of the time-slot: The size of the time-slot rules
the time scale at which traffic steering decisions are made
and the meaning of 7y, (k) and rq, (k) variables. If the order
of magnitude of A;(k) is the same as the time-slot duration
used at the physical layer, e.g., the Orthogonal Frequency
Division Multiple Access (OFDMA) time-slot, then rx, (k)
and rr, (k) represent the amount of resources allocated at the
physical layer on a time-slot basis. Instead, if the order of
magnitude of A;(k) is larger than the time-slot duration used
at the physical layer, then 7, (k) and r7, (k) represent a time-
varying average of the resources allocated at lower layers.

3) Algorithm implementation and complexity: When used
in uplink, the proposed algorithm can be implemented either
in a distributed manner, where each terminal independently
computes its transmission decisions, or in a centralized man-
ner, where a network function periodically computes the
bandwidth allocations for all users and access technologies.
In this case, a network function located in a specific node
of the network can periodically compute all the bandwidth
allocations for all the terminals and all the available access
technologies. Although both distributed and centralized imple-
mentations are feasible, current 5G/6G architectures provide
native support for network-assisted control functions located
at the gNB or within network-management entities. Therefore,
the proposed mechanism can naturally fit both deployment
options, depending on the considered architectural scenario
and implementation requirements. The proposed mechanism



can also be integrated with optimization frameworks targeting
throughput maximization and fairness objectives. In downlink,
the proposed algorithm can be used when BSs can deliver
the data to user terminals through the TN or NTN interface.
It is worth noting that the proposed algorithm does not
require simultaneous communications over both TN and NTN
interfaces. What matters is the transmission of the computed
amounts o, and oy, through the two access networks within
each time slot.

With reference to complexity, for each user, in each time
slot, one convolution (3) has to be computed with computa-
tional complexity O(M; + M, log, M;). Furthermore, (k)
should be computed, with a cost of 3 multiplications, and
multiplied by o;(k) to get or, (k) and onr, (k). The resulting
complexity is O(4 + M, + M; log, M;).

III. SIMULATION RESULTS AND DISCUSSION

The proposed traffic steering mechanism has been imple-
mented through a MATLAB simulation framework to re-
produce, in a controlled and fully repeatable environment,
the closed-loop interaction between TN and NTN segments
under bursty real-time demand conditions in two representative
deployment scenarios, namely urban and rural environments
[4]]. In the urban scenario, the TN operates close to satura-
tion under nominal conditions, with a capacity only slightly
exceeding the baseline demand; in this regime, the NTN
mainly acts as a relief path during traffic bursts and during
the TN degradation event. Conversely, in the rural scenario,
the TN capacity is structurally more constrained and frequently
approaches congestion, so that the NTN segment plays a more
structural role in supporting the offered load.

The adopted simulation setup is summarized as follows:

o The system evolves over 7' = 1000 discrete time slots,
with slot duration At = 0.1 s, corresponding to a total
observation window of 100 s. Each configuration is
evaluated over Ny;c = 30 Monte Carlo realizations using
independent random seeds.

o The steering-smoothing memory is varied in the range
M, € {1,...,10} slots. The configuration M, = 1
corresponds to the no-filter baseline, where the steering
decision reacts instantaneously to the current network
state, whereas larger values increase the temporal smooth-
ing applied to the steering coefficient.

e A deterministic stress event is introduced in the interval
k € [500,700] to explicitly evaluate robustness under
adverse network conditions. During this interval, the
effective TN capacity is reduced to a fraction 7qrep Of its
nominal value, with y4rop = 0.55 in the urban scenario
and Ydrop = 0.50 in the rural scenario.

e In the urban scenario, the baseline demand is set to
18 Mbit /s, while the nominal TN and NTN capacities are
equal to 20 Mbit/s and 10 Mbit/s, respectively. The TN
and NTN propagation delays are set to 7 (k) = 8 ms and
TnT (k) = 25 ms, respectively, while the corresponding
bandwidths are Bty = 20 MHz and Bty = 10 MHz.
The Signal to Interference Noise Ratio (SINR) values are
drawn in the ranges [5, 25] dB for the TN and [0, 20] dB
for the NTN.

e In the rural scenario, the baseline demand is set to
10 Mbit/s, while the nominal TN and NTN capacities
are equal to 10.5 Mbit/s and 12 Mbit/s, respectively.
The TN and NTN propagation delays are set to 77 (k) =
12 ms and 7n7(k) = 28 ms, respectively, while the
corresponding bandwidths are Bry = 15 MHz and
Bxtn = 12 MHz. The SINR values are drawn in the
ranges [0,20] dB for the TN and [—2,18] dB for the
NTN.

Traffic demand is modeled as an aggregate real-time of-
fered load exhibiting bursty behavior. A baseline traffic level
is periodically perturbed by stochastic bursts that generate
intermittent peaks, periodically driving the system close to
saturation and triggering traffic redistribution between the TN
and NTN segments.

The smoothing strength of the steering controller is con-
trolled by the parameter M,. It is worth noting that the
smoothing parameter M, used in this section is distinct from
the dead-beat memory M; introduced in Sec. While
M; defines the duration of the queue-shaping filter B;(z)
and therefore affects the queue dynamics and the analytical
delay bounds derived in Egs. (T13)- (I7), M,, only controls the
smoothing strength applied to the steering coefficient obtained
from Eq. 23). In the simulations, the steering coefficient is
processed through an exponential moving-average filter with
smoothing factor 3 = 2/(M,, + 1).

At each time slot k, the controller computes the steering
coefficient «(k), i.e., the fraction of traffic directed toward the
TN segment. The command is obtained according to the delay-
aware formulation introduced in Section II and subsequently
processed through a steering-smoothing operator controlled by
M,,. The configuration M, = 1 corresponds to the no-filter
baseline, where the steering decision reacts instantaneously to
the current network state. All configurations with M, > 1 are
compared against this baseline to quantify both the filtering
cost, measured as the increase in average real-time delay
caused by reduced responsiveness, and the smoothing benefit,
measured through reduced variability of the steering command
and improved stability of network utilization.

The main performance indicators evaluated in the simu-
lations include the mean real-time delay experienced by the
aggregate traffic flow, the temporal variability of the steering
command «(k), and the number of saturated time slots where
either TN or NTN operates above its instantaneous capac-
ity. Before analyzing the impact of the steering-smoothing
parameter M,, we first investigate the role of the dead-
beat memory ;. Fig. [] reports a sensitivity analysis with
respect to M;, while keeping the steering-smoothing parameter
fixed. Increasing M; reduces the temporal variability of the
scheduled output o;(k), thus smoothing the traffic offered
to the steering stage, at the cost of a larger mean real-time
delay. This behavior confirms the delay-smoothness trade-
off introduced by the dead-beat shaping mechanism and is
consistent with Eqs. (I3)-(T7). Based on this analysis, unless
otherwise specified, the remaining simulations were performed
using M; = 4 and coefficients b; = [1,0.75,0.50,0.25],
corresponding to a linearly decreasing pulse response. In
accordance with Eq. (I7), M; can be selected according to



the delay requirements of the target application. An additional
heterogeneous real-time traffic scenario, including audio-like
and video-like components, has also been considered.

Dead-beat delay impact (Ma=3) Temporal variability of scheduled output oi(kl
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Fig. 2. Dead-beat memory M; impact on the delay-smoothness trade-off.

Fig. [3] illustrates the temporal variability of the steering
coefficient a(k) as a function of the filter memory depth M,,.
Two complementary metrics are reported: the time standard
deviation of a(k) and the mean absolute variation |Ac«
between consecutive slots.
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Fig. 3. Temporal variability of the steering coefficient « as a function of the
filter memory depth M.

Both scenarios exhibit a clear decreasing trend as M,
increases. For instance, in the urban scenario, the standard de-
viation of «(k) decreases from approximately 0.45 at M, = 1
to about 0.20 at M, = 5, corresponding to a reduction greater
than 50%.

TABLE 1
PERFORMANCE COMPARISON UNDER HETEROGENEOUS REAL-TIME
TRAFFIC.

Urban Scenario

Mean [ms] P95 [ms] Miss [%]
Proposed 469 1036 0.17
50/50 1945 5061 20.92
Delay-proportional 370 971 0.15

Rural Scenario

Mean [ms] P95 [ms] Miss [%]
Proposed 394 498 0.001
50/50 648 2532 4.19
Delay-proportional 291 388 0.00

Table [I| compares the proposed approach against two repre-
sentative steering baselines, namely a static 50/50 splitting rule
and a delay-proportional splitting rule, under heterogeneous
audio/video real-time traffic. In addition to the mean delay,
the 95th-percentile delay and the deadline-miss probability
are reported to better characterize real-time performance. The
results show that the proposed solution significantly outper-
forms the static baseline while maintaining competitive delay
performance with respect to the adaptive delay-proportional
strategy.

Fig. [ reports the filtering cost in terms of mean real-time
delay on the left and the average number of saturated time
slots on the right.
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Fig. 4. Performance metrics as a function of the filter memory depth Mg :
mean real-time delay on the left and average number of saturated time slots
on the right.

The delay values shown in the left panel represent the
overall real-time delay experienced by the traffic flow and
therefore include both the propagation delays and the queue-
ing delay generated by bursty traffic arrivals and temporary
saturation events. In the considered scenarios, the queueing
component is the dominant contributor to the overall delay
and explains the second-scale values observed in the figure.
The delay increases monotonically with M, growing from
approximately 1.2 s at M, = 1 to more than 6 s at M, = 10
in the urban scenario. The increase in delay observed for large
values of M, represents the cost of enhanced steering stability
and reduced congestion. In practice, the memory depth can be
selected according to the maximum delay requirement of the
target application through Eq. (7). The results indicate that
moderate memory depths (M, =~ 3 — 4) already provide a
favorable compromise between network saturation reduction
and delay performance, while larger values are mainly useful
to illustrate the full stability-delay trade-off.

The right panel of Fig. [ reports the average number of
saturated time slots over the simulation horizon. Increasing
M, reduces the number of congestion events. In the urban
scenario (in blue), the number of saturated slots decreases
from approximately 630 slots at M, = 1 to about 520 slots
at M, = 3, corresponding to a reduction of roughly 17%.
The improvement saturates beyond M, = 4, indicating that
most of the smoothing benefit is achieved with relatively small
memory depths. For the rural scenario (in red), the behavior
is quite similar, with a reduced number of saturated slots (i.e.,
around 560 slots at M, = 1 to about 470 slots at M, = 3).

The time-domain plots (Fig. [5) further illustrate the effect
of the smoothing filter for M, = 1 (in blue) and M, = 5
(in red), with the temporal evolution of the real-time delay
and the steering coefficient « (the share of data steered
through the TN). When M, = 1, the steering coefficient
« reacts aggressively to instantaneous fluctuations, producing
highly oscillatory traffic allocation decisions. Increasing M,
significantly smooths the steering behavior and reduces abrupt
traffic shifts between TN and NTN, although at the cost of
slower reaction to sudden demand changes.

Overall, the results highlight a fundamental trade-off be-
tween responsiveness and stability introduced by the smooth-
ing filter. Moderate memory depths (M, ~ 3-4) provide the
best compromise between stability and delay performance.
The values M, ~ 3—4 are representative of the considered
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Fig. 5. Time-domain evolution of delay and steering coefficient.

scenarios and may vary under different traffic and network
conditions. Adaptive tuning of the memory depth is therefore
an interesting direction for future work.

IV. CONCLUSIONS

This paper investigated traffic steering for integrated ter-
restrial and non-terrestrial networks in multi-connectivity en-
vironments, by leveraging a dead-beat design with finite
memory. Simulation results show that increasing the steering-
smoothing memory significantly reduces the temporal variabil-
ity of the steering command, thereby improving the stability
of traffic allocation across the two network segments and
reducing the number of saturation events. Beyond the classical
delay-smoothing trade-off, the considered TN/NTN scenario
highlights how traffic smoothing also improves steering sta-
bility and reduces congestion events across the two access
segments. In particular, most of the benefits are obtained with
moderate memory depths (M, ~ 3—4), beyond which addi-
tional smoothing provides only marginal improvements while
continuing to increase delay. Future work will investigate
adaptive tuning of the steering-smoothing memory, large-scale
multi-user scenarios with explicit resource coupling among
heterogeneous terminals, as well as comparisons against
Access Traffic Steering, Switching, and Splitting (ATSSS)-like
traffic-steering frameworks.
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